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Ancillary Service to the Grid Through Control of
Fans in Commercial Building HVAC Systems

He Hao, Yashen Lin, Anupama S. Kowli, Prabir Barooah, and Sean Meyn

Abstract—The thermal storage potential in commercial build-
ings is an enormous resource for providing various ancillary
services to the grid. In this paper, we show how fans in Heating,
Ventilation, and Air Conditioning (HVAC) systems of commercial
buildings alone can provide substantial frequency regulation
service, with little change in their indoor environments. A
feedforward architecture is proposed to control the fan power
consumption to track a regulation signal. The proposed control
scheme is then tested through simulations based on a calibrated
high fidelity non-linear model of a building. Model parameters are
identified from data collected in Pugh Hall, a commercial building
located on the University of Florida campus. For the HVAC system
under consideration, numerical experiments demonstrate how
up to 15% of the rated fan power can be deployed for regulation
purpose while having little effect on the building indoor temper-
ature. The regulation signal that can be successfully tracked is
constrained in the frequency band , where
minutes and seconds. Our results indicate that fans
in existing commercial buildings in the U.S. can provide about
70% of the current national regulation reserve requirements in
the aforementioned frequency band. A unique advantage of the
proposed control scheme is that assessing the value of the ancillary
service provided is trivial, which is in stark contrast to many
demand-response programs.

Index Terms—Ancillary service, commercial buildings, demand
response, frequency regulation, HVAC system.

I. INTRODUCTION

T HE electric grid will be subject to more and more
volatility from the introduction of renewable energy re-

sources. Hence reliability of the grid will require more ancillary
services through generation, as well as flexible consumption via
demand response. These statements are heard in energy confer-
ences around the world, and in the introductory paragraph of
numerous papers. What is often not realized is that each person
in the audience, or each author of those papers, is sitting in a
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vast energy storage device—a building. The thermal storage
in buildings is an enormous untapped resource for providing
ancillary services to the grid. Moreover, buildings account for
75% of total electricity consumption in the United States [1].
Buildings are, therefore, a natural candidate for demand-side
flexibility.
The proper functioning of a power grid requires continuous

matching of supply and demand, in spite of the randomness
of electric loads and the uncertainty of variable generations.
Electric ancillary services, such as frequency regulation and
load following, play a crucial role in managing the supply-de-
mand balance. In particular, frequency regulation is deployed
on the fast time-scale (seconds to one minute) to correct the
short-term fluctuations in load and generation to maintain
system frequency within prescribed limits [2]. This service
has been traditionally provided by relatively fast-responding
generators by tracking a regulation signal sent by the grid
operator. The regulation signal is constructed from the area
control error (ACE) which measures the amount of (positive or
negative) MWs needed in the power system.
In practice, most regulation dispatching algorithms inten-

tionally damp the rapidly moving ACE to accommodate the
ramping constraints of the participating generators and to
prevent wear and tear of their mechanical equipments. Fig. 1
shows a typical ACE pattern, along with the deployed reg-
ulation signal in ERCOT. As shown in the figure, the ACE
fluctuates up and down much more frequently and its mag-
nitude is smaller than that of the deployed regulation signal.
The reason for the difference is mainly because traditional
generators have slow ramping rates; they cannot track the
fast changing ACE signal very well, which results in higher
frequency regulation procurements [3]. This issue has been
recognized in the power community. The FERC (Federal
Energy Regulatory Commission) order 755 has been issued
to recommend the system operators to pay more for faster
regulation resources (“pay for performance”).
Recent studies indicate that increased reliance on renewable

generation introduces greater volatility and uncertainty in
power system dynamics and imposes additional regulation
requirements on the grid [4]–[6]. However, the regulation
requirements can be lowered if faster responding resources are
available [7]. It was shown if CAISO (California independent
system operator) dispatched fast responding regulation re-
sources, it could reduce its regulation procurement by as much
as 40% [8]. These factors coupled with the search for cleaner
sources of flexibility as well as regulatory developments such
as FERC order 755 have garnered a growing interest in tapping
the fast response potential of demand-side resources. In this
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Fig. 1. ACE and total deployed regulation signal within ERCOT (Electric Re-
liability Council of Texas) [3].

paper, we argue that (a) commercial building HVAC systems
can be manipulated for regulation service on faster timescales
more effectively than generators, and, (b) commercial buildings
can provide this service at a very low cost.
Although providing ancillary service by managing loads of

residential buildings has received a lot of attention (see [9]–[12]
and references therein), the literature on provision of ancillary
service by controlling commercial buildings is meager. Many
load control mechanisms implemented in utilities and explored
in the literature are primarily concerned with low frequency
changes in demand such as peak load shaving [13], [14]. Var-
ious open-loop load management strategies to reduce commer-
cial building energy consumption in response to grid require-
ments have been reported in [15], [16].
In this paper, we focus on high frequency (seconds to min-

utes) load changes in commercial buildings, so as to provide
regulation service to the grid. The choice of commercial
buildings is motivated by several factors. First, a commercial
building can provide a larger potential of ancillary service
(compared to a residential building) due to its larger thermal
inertia and larger load. Second, approximately one third of the
commercial building floor space is equipped with variable fre-
quency drives that operate the HVAC equipment. Their speeds
and power can be varied quickly and continuously, instead of
in an on/off manner. This is a crucial advantage for providing
regulation services with accurate tracking, since the regulation
signal to be tracked changes in the order of seconds. Third, a
large fraction of commercial buildings in the United States are
equipped with Building Automation Systems. These systems
can keep track of real-time HVAC system power consumption,
and manipulate the control variables needed for providing
regulation services, without requiring additional equipment
such as smart meters. Ancillary services can thus be provided
at very low cost; these are obtained as a simple add-on to the
current HVAC control system.
In this paper we showcase the feasibility of extracting regu-

lation service from commercial buildings. We consider power
consumption of the supply fans in the HVAC system as the only
source of flexibility. A feedforward control architecture is pro-
posed, wherein the fan speed commanded by the building’s ex-
isting control system is modified so that the change in the fan’s
power consumption—both decrease and increase—tracks the
regulation signal. A simplified dynamic model of a building’s

HVAC system is used for control design. The model parameters
are identified from data collected from a commercial building on
the University of Florida campus (Pugh Hall). The controller is
then tested on a high fidelity non-linear model constructed from
the same building. The results show that the simplified model is
adequate for the purpose of control; the controller performs on
the complex model as predicted by the simplified model.
A main contribution of the paper is a characterization of the

inherent limitations of providing frequency regulation by com-
mercial buildingswith the proposedmethod, which can be quan-
tified in terms of bandwidth of regulation. For instance, the pro-
posed demand response mechanism through fan speed variation
occupies a higher range in the frequency axis, since it is exe-
cuted through automatic control with high bandwidth actuators.
To ensure the comfort of occupants, and to manage stress on
HVAC equipment, both upper and lower bounds on bandwidth
are necessary. Based on simulation experiments, this bandwidth
is estimated to be , where , and

. Numerical experiments show that it is feasible
to use up to 15% of the rated fan power for regulation service
to the grid, without noticeably impacting the building’s indoor
environment and occupants’ comfort.
Another contribution of this paper is a method to estimate the

baseline fan power. Accurate estimation of the baseline power,
which is what would be observed in the absence of the regula-
tion controller, is needed by the regulation controller as well as
to assess the ancillary service delivered. In traditional demand
response, estimating the baseline (sometimes called the coun-
terfactual) is exceedingly challenging [17], [18]. We use signal
bandwidth separation: the bandwidth of the baseline power is
much lower than the bandwidth of the regulation signal. Since
a commercial building has large thermal capacitance, its base-
line fan power is a low frequency signal. In this paper, we con-
strain our frequency regulation signal to be a high frequency
signal. As a result, the high frequency change in fan power, and
thus air flow, will be absorbed by the building, and causing little
change in the baseline power. Additionally, we are able to es-
timate this baseline power by using a low pass filter. This idea
is in stark contrast to other demand response control strategies,
which are mainly concerned with low frequency changes in de-
mand, and have strong effect on the baseline power and its es-
timation accuracy.
A preliminary version of this paper was presented in [19].
It is important to notice the difference between what is pro-

posed in this paper and demand response.While the latter is typ-
ically used for reducing power consumption of a load at emer-
gencies, the proposed scheme involves both increase and de-
crease of power consumption. We therefore call the proposed
methodology automated load tuning.

II. CONTROL ARCHITECTURE

A. Configuration of HVAC Systems in Commercial Buildings

A typical HVAC system used in a modern commercial
building, called a variable air volume (VAV) system, is shown
in Fig. 2. Its main components consist of the air handing unit
(AHU), supply fan, and VAV boxes. The AHU recirculates the
return air from each zone and mixes it with fresh outside air.
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Fig. 2. Schematic of a typical commercial building HVAC system that services
11 zones.

The ratio of the fresh outside air to the return air is controlled
by dampers. The mixed air is drawn by the supply fan through
the cooling coil in the AHU, which cools the air and reduces its
humidity. In cold/dry climates it may also reheat and humidify
the air. The air is then distributed to each zone through ducts.
The VAV box at each zone has two actuators—a damper and
a reheat coil. A controller at each zone, which we refer to as
zonal controller, manipulates the mass flow rate of air going
into the zone through the damper in the VAV box so that the
temperature of the zone tracks a prespecified desired tempera-
ture, called zone set point. When the zone temperature is lower
than the desired value, and flow rate cannot be reduced further
due to ventilation requirements, the zonal controller reheats
the supply air to maintain the zone temperature. As the zonal
controllers change the damper positions in response to local
disturbances (heat gains from solar radiation, occupants and
so on), the differential pressure across the AHU fan changes,
which is measured by a sensor. A fan controller changes the
AHU supply fan speed, through a command to the variable fre-
quency drive (VFD), so as to maintain the differential pressure
to a predetermined setpoint. The VFD is a fast-responding and
programmable power electronic device that changes the fan
motor speed by varying motor input frequency. Since the air
flow rate through the AHU is constantly changing to meet the
demand from the zonal controllers, the system is called a VAV
system. A complex interaction between a set of decentralized
controllers and a top-level fan controller keeps the building at
appropriate temperature while maintaining indoor air quality.

B. Proposed Control Architecture

The regulation signal sent by the grid operator is typically a
sequence of pulses at 4 second intervals [20]. The magnitude of
the pulse is the amount of deviation in their power consumption
asked by the grid operator. Suppose the building is required to
provide (in kW) amount of regulation service at time . This
signal is referred to as the (building-level) regulation reference.
The job of a (building-level) regulation controller is to change
the power consumption of the building so that the change tracks
the regulation reference .
We propose to achieve this through a feedforward controller.

The power consumption of the supply fan is taken as the only
source of flexibility. The controller changes the command to the
fan so that the fan’s power consumption is changed in such a

Fig. 3. The proposed control architecture.

way that the deviation in consumption—both positive and neg-
ative—tracks the regulation reference . The architecture of
the control system is shown in Fig. 3. The regulation reference

is transformed to a regulation command by the regu-
lation controller. This command is then added to the baseline
fan speed command produced by the building’s existing fan
controller. Suppose is the baseline power consumption of
the fan due to the thermal load on the building, and
is the fan power consumption with the additional regulation
command. Then the deviation in power consumed by the fan is

. Clearly, changing the fan speed from
its baseline value determined by the building’s existing control
system will change the air flow through the building. The goal
is to design the regulation controller so that tracks
while causing little change in the building’s indoor temperature.
Remark 1: In this paper, we assume that the power con-

sumed by the boiler supplying hot water to the VAV boxes (for
reheating) and the chiller/cooling tower providing chilled water
to the cooling coil of the AHU are independent of the fan power.
In many HVAC systems, the boiler consume natural gas instead
of electricity. The second assumption may appear strong—the
power consumed by the chiller and cooling tower may in fact
change if the fan speed and, consequently, air flow rate changes.
However, the dynamic interconnection between the AHU and
the chiller can be thought of as a low pass filter due to the
large mechanical inertia of the chiller/cooling tower equipment.
Therefore, high frequency variations in the fan power will not
change the power consumption of the chiller/cooling tower.
Thus, the decoupling assumption—that fan power variations
do not change chiller power consumption—holds as long as
the variations are fast and of small magnitude. In addition, in
some HVAC systems chilled water is supplied from a water
storage tank. For such systems, the decoupling assumption
holds naturally.

III. DATA-DRIVEN CONTROL-ORIENTED MODELING

The dynamics of the complete closed loop system of a
building relating zone temperatures to fan speed command
are quite complex due to the interconnection of the zone-level
controlled dynamics, dynamics of pressure distribution in
the ducts, and building-level fan controller. For the purpose
of control design, we derive simplified models of some of
these components using data collected from Pugh Hall on the
University of Florida campus, a typical example of a modern
commercial building.
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A. Fan Power Consumption Model

The power consumption of a fan is proportional to the cube
of its speed [21]

(1)

where is a constant, and is the normalized fan speed in
percentage. For example, 100 indicates that the fan is running at
full speed, and 50means it is running at half speed. Additionally,
the supply air flow rate is given by

(2)

where is a constant.
In practice, the fan speed is controlled by the VFDwhich also

accelerates or decelerates the fan motor slowly in the interest
of equipment life. Because of this ramping feature of VFD, we
assume the transfer function from the control command to the
fan speed is of first-order

(3)

where is the time-constant, and is the fan speed com-
mand sent by the fan controller. The fan speed controller is typ-
ically a proportional-integral (PI) controller. Note that both
and are expressed in percentage.
In the AHU, the fan speed is controlled by the fan controller

so that the actual fan speed tracks a desired fan speed .
In practice the desired fan speed, , is communicated to the
fan indirectly through a change in the duct pressure caused by
the actions of the zonal controllers. For instance, when the de-
sired mass flow rate from the building increases, some
dampers in the VAV boxes open wider, the duct pressure drops,
and the supply fan needs to accelerate to maintain the duct pres-
sure at a prespecified setpoint. Taking into account the air trans-
portation in the duct, here we assume the transfer function from
the desired mass flow rate to the desired fan speed
is of first order

(4)

where is the time-constant, and the devision of by
is due to (2). In this paper, we make the simplifying assumption
that the fan controller senses the desired fan speed directly
and changes the fan speed to track this desired value. This allows
us to sidestep the very challenging problem ofmodeling the duct
pressure dynamics. Yet, the assumption is justified since that is
what the fan control loop does, albeit indirectly.
Fan Power Model From Data: We now estimate the param-

eters and in the models (1)–(3) from data collected
from Pugh Hall. The data used is from one of the three AHUs
in the building with a 35-kW rated fan motor which supplies
air to 41 zones. Using least-squares method and a randomly
chosen 24 hour long data set, the parameters are estimated to
be , , and .
Estimation of the time constant in (4) is challenging, since
in the current HVAC system, the duct pressure respond to the
change of desired air flow rate in a closed-loop manner due to
the closed-loop fan speed controller. In this paper, we make a

heuristic estimation that the time constant is approximately
10 seconds. In Section VI, we will conduct numerical experi-
ments to check the robustness of the designed controller based
on this heuristically estimated value when there is a model plant
mismatch.

B. Aggregate Building Thermal Model

In what follows, a simplified thermal model of the building
based on the aggregate building temperature , which can be
thought of as the average temperature of all zones, is discussed.
This simple but non-linear thermal model relates the total mass
flow rate to the building temperature.
Consider the following physics-based lumped thermal model

of the building ([22], [23])

(5)

where , are respectively the thermal capacitance and
thermal resistance of the building, is the outside air tem-
perature, is the specific heat of air, is the supply air
flow rate, is the external disturbance,, and the leaving air
temperature is the temperature of the air immediately
downstream of the AHU.
For the purpose of designing a transfer function for the

regulation controller in Fig. 3, we linearize the aggregate
thermal dynamics (5). We define and as the deviations
of the building temperature and supply air flow rate from their
steady-state values and :

(6)

Substituting (6) into (5), we obtain the linearized model of the
aggregate building thermal dynamics:

(7)

where we have assumed and to be constant for the time
under consideration. We use this assumption and linearization
only for design and test the design through simulations with time
varying signals and high fidelity nonlinear model in Section VI.
We next aggregate the effect of all the zonal controllers into

one controller that we call the building temperature controller,
by imagining that it computes the desired total mass flow rate

based on the difference between the desired building tem-
perature and actual building temperature , and then sig-
nals the fan controller to provide this mass flow rate. Since each
of the zonal controllers in commercial buildings are usually PI
controllers, we choose the building temperature controller to be
a PI controller as well. The input of the PI controller is the tem-
perature deviation from its desired value and its output is the
desired air flow rate .

IV. REGULATION BY FAN COMMAND MANIPULATION

We claim that commercial buildings can provide regulation
service to the grid without causing discomfort to occupants so
long as the bandwidth of the regulation signal is suitably con-
strained. The considerations in determining this bandwidth are
discussed here along with the control strategy implemented to
extract regulation service.
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Fig. 4. Schematic representation of the interconnection between zone air flow
request and the fan speed control architecture integrated with regulation.

The bandwidth of the regulation signal sent to buildings
should be chosen with the following factors taken into account.
First, high frequency content in resulting regulation command
(see Fig. 4) is desirable up to a certain upper limit. Since

the thermal dynamics of a commercial building have low-pass
characteristics due to its large thermal capacitance, high fre-
quency changes in the air flow cause little change in its indoor
temperature. The statement is also true for individual zones of
the building. Additionally, the VFD and fan motor have large
bandwidth so that high frequency changes in the signal
lead to noticeable change in the fan speed and, consequently,
fan power. Both effects are desirable, since we want to affect
the fan power consumption without affecting the building’s
temperature. However, an extremely high frequency content
in is not desirable as it might cause wear and tear of the
fan motor. Likewise, should not have very low frequency
content. Otherwise, even if the magnitude of is small, it
may cause significant change in cooling provided over long
periods of time, which in turn can produce a noticeable change
in the temperature of the building. Furthermore, a large enough
change in the temperature will cause the zonal controllers to
try to change air flow rate to reverse the temperature change.
In fact, the building’s existing control system will try to reject
the disturbance caused by . Being a feedback loop, this
disturbance rejection property is already present in the building
control system. If the controllers in the building (fan controller
as well as the zonal controllers) do not have high bandwidth,
they would not reject high frequency disturbance. In short,
the frequency content of the disturbance should lie in a
particular band , where the gain of the closed loop
transfer function from to fan speed is sufficiently large
while that of the transfer function from to temperature is
sufficiently small.
The parameters are design variables to compute a

suitable regulation signal for the building. We assume that these
variables describing the bandwidth along with the total capacity
of regulation that the building can provide is communicated to
the grid operator or aggregator during deployment and used in

Fig. 5. Magnitude vs. frequency of the closed loop transfer functions from dis-
turbance to fan speed , and from disturbance to temperature .

constructing an appropriate regulation signal for the building. In
the simulation studies described in Section VI, this is achieved
in two stages. First, we pass the ACE data through a band-
pass filter with a passband . Second, we design the
PI gains of the fan controller and zonal controllers so that the
closed loop gain criteria described above are met. This in prac-
tice may be an iterative design process.
Suppose the regulation signal to be tracked by the building

is . As described in Section II-B, we need the fan power
deviation to track . Let be
the baseline speed which would be observed in the absence of
the regulation controller, we need to compute the additional fan
speed so that (see (1)). We
compute the additional fan speed by using a first order Taylor
series approximation: . Specifically,
converter block in Fig. 4 is a static function that computes the
command

(8)

The resulting command is then passed through a prefilter
to produce the command . The fan speed command that is sent
to the VFD is . The prefilter is needed so that the gain
of the transfer function from to in the band
is close to 1, see Fig. 5. In this figure, as well as in simulation
studies, we take to be [1/600, 1/8]. The choice of
these values will be explained later. The prefilter is designed by
computing an approximate inverse of the transfer function from
to , which is calculated based on the diagram in Fig. 4 by

replacing the dynamics of all individual zones and zonal con-
trollers with the linearized aggregate building thermal model (7)
and building temperature controller described in Section III-B.
The magnitude responses of two crucial transfer functions are
shown in Fig. 5. We see from the figure that within the prespec-
ified band, the transfer function from disturbance (regulation
command) to fan speed has a relatively high gain while to the
temperature has an extremely low gain.

A. Estimating the Baseline On-line

To implement the control scheme described above, an on-line
estimate of the baseline fan speed is needed. The accuracy
of the estimate has a strong effect on the tracking performance of
the regulation signal. We use time-scale separation to facilitate
estimating the baseline fan speed. Since a building has low pass
characteristics, the baseline fan speed is a low frequency signal.
As long as there is enough separation between the frequencies
of the regulation reference and the bandwidth of the building’s



HAO et al.: ANCILLARY SERVICE TO THE GRID THROUGH CONTROL 2071

closed loop HVAC control system, the fan speed commanded by
the building’s controller will not react to the changes to the fan
speed commanded by the regulation command, and vice versa.
In that case the low frequency content of the fan speed is what
the building would have done without the regulation controller,
i.e., the baseline fan speed. We therefore estimate the baseline
fan speed by filtering the measured fan speed through a low pass
filter with cut-off frequency lower than . Fig. 4 shows the
overall control architecture. The estimated baseline fan speed is
denoted by , and the estimated baseline fan power is therefore
given by , due to (1). The regulation controller uses

instead of in (8).

V. HIGH FIDELITY NON-LINEAR MODEL FOR SIMULATION
STUDIES

Although a simplified thermal model is used for control de-
sign presented in Section III, we use a complex physics-based
model in the simulation studies aimed at testing the controller’s
performance. This model is briefly described next; see [23] for
more details.
To cope with the difficulty of modeling duct pressure dy-

namics that couple zone level dynamics to the fan dynamics, we
make the following simplification. We assume that each zonal
controller asks for a certain amount of air flow rate, by gen-
erating a desired air flow rate command in response to
the measured temperature deviation from the set point:

. The total desired supply air flow rate, , is the sum
of the desired air flow rate into each zone :

(9)

The signal is the input to compute the desired fan speed
(cf. (4)). The actual total mass flow rate is ,

where is the actual fan speed. It is divided among the zones
in the same proportion as the desired air flow rates:

(10)

The building’s control system effectively performs this func-
tion, although signaling is performed through physical interac-
tion, instead of through the exchange of electronic signals.
The thermal dynamic model of a multi-zone building is

constructed by interconnection of RC-network models of
individual zones and the corresponding zonal controllers. We
consider the following RC-network thermal model for each
zone in the building:

(11)

(12)

A widely used control scheme for zonal controllers in com-
mercial buildings is the so-called “single maximum”. There are
three operating modes in this control scheme: cooling mode,
heating mode, and deadband mode. If all the zones are in the

heating or deadband mode simultaneously, the supply fan will
be maintained at a minimum speed to satisfy the ventilation
requirement. However, this scenario is less common in prac-
tice. Additionally, our method changes the fan speed fast and
with small magnitude. We therefore assume all the zones are in
the Cooling Mode. In this mode, there is no reheating, and the
supply air flow rate is varied to maintain the desired temperature
in the zone. Typically a PI controller is used that takes temper-
ature tracking error as input and desired air flow rate

as output.
The high fidelity model of a multi-zone building’s thermal

dynamics is constructed by coupling the dynamics of all the
zones and zonal controllers, with ’s as controllable inputs,

as exogenous inputs, and ’s and ’s as outputs.
The command , computed using (9), is used to calculate the
desired fan speed , which in turns serves as input to the fan
controller, whose output is . The total fan command
is the input to the fan, with output fan speed (which also de-
termines the power consumption and mass flow rate through (1)
and (2)). The mass flow rate through each zone, computed using
(10), then serves as inputs to the building thermal dynamics. A
schematic of the complete closed loop dynamics with the high
fidelity model, along with all the components of the regulation
controller, is shown in Fig. 4.
F-Building Test Case: For our studies, we imagine a fictitious

building with 4 stories and 44 zones, whichwe nameF-building.
Each story has 11 zones constructed by cutting away a section of
Pugh Hall. Fig. 2 shows a layout of these 11 zones. The HVAC
system of the F-building consists of a single AHU and zonal
controllers for each of its zones. The F-building is meant to
mimic the section of Pugh Hall serviced by one of the three
AHUs that services 41 zones. The zones serviced by each of
the AHUs in Pugh Hall are not contiguous, which necessitates
such a fictitious construction. We identify the model of each of
these 11 zones from data collected in Pugh Hall. Model iden-
tification consists of determining the and (resistance/ca-
pacitance) parameters in the model (11), (12) for the zone. The
least-squares approach described in [23] is used to fit the model
parameters.

VI. REGULATION REFERENCE TRACKING BY F-BUILDING FAN

In this section, we describe simulation experiments which
test the performance of the regulation controller described in
Section IV for tracking regulation signal by varying the fan
power. The F-building described in the previous section is
used for the simulations reported here. The ACE signal used
for constructing the regulation reference is taken from
a randomly chosen 4-hour-long sample from PJM (Pennsyl-
vania-New Jersey-Maryland Interconnection) [20]. It is then
scaled so that its magnitude is less than or equal to 5 kW—a
conservative estimate of the regulation capacity of F-building.
A fifth-order Butterworth filter with passband
Hz is used as the bandpass filter while constructing . The
design of the passband will be discussed soon.
To unambiguously determine performance of the control

scheme,we perform two simulations. First, a benchmark simula-
tion is carried out with the regulation controller turned off so that

. The fan speed is varied only by the building’s closed



2072 IEEE TRANSACTIONS ON SMART GRID, VOL. 5, NO. 4, JULY 2014

Fig. 6. Numerical experiments of tracking regulation signals with dif-
ferent bandwidths. (a) Good tracking of a regulation signal with bandwidth

; (b) Poorer tracking of a regulation signal with bandwidth
.

loop control system to cope with the time-varying thermal loads.
The observed fan power consumption—the true baseline—is
denoted by . Second, another simulation is conducted with
the regulation controller turned on and all the exogenous signals
(heat gains of the building, outside temperature) identical to
those in the benchmark simulation. The actual fan power devi-
ation, , is defined as the difference between the fan power
consumption observed in the second simulation, , and
that in the first, . In addition, we define the estimated fan
power deviation, , as the difference between the measured
fan power consumption in the second simulation , and
the on-line estimate of the baseline power in the same
simulation. Note that and is the output
of the low-pass filter shown in Fig. 4.
The passband of the bandpass filter is designed based on

tracking performance, which is measured by root mean squared
tracking error. Simulations show that the regulation reference
signal that can be successfully tracked by the proposed fan
speed control mechanism is restricted in a certain bandwidth
that is determined by the closed loop dynamics of the building.
Fig. 6(a) shows if the regulation reference has a band-
width higher than 1/600 Hz (corresponding to period of 10
minutes), the actual fan power deviation can track
the regulation signal extremely well; the root mean squared
tracking error is 0.12. Additionally, the estimated fan power
deviation matches the actual fan power deviation
very well. However, if the regulation signal contains frequen-
cies lower than 1/600 Hz, the zonal controllers compensate for
the indoor temperature deviations in the zones by modifying
air supply requirements, thus nullifying the speed deviation
command of the regulation controller. This results in a poorer
regulation tracking performance, as evidenced by Fig. 6(b),
in which the root mean squared tracking error is 0.49. We
estimate the upper band limit to be 1/8 Hz to avoid stress on

Fig. 7. Numerical experiment of tracking a regulation signal for a single
building. The top plot (a) shows the baseline fan speed, fan speed with
regulation, and online estimated baseline fan speed. The bottom plot (b) shows
the temperature deviation for each zone; (a) Fan speed with and without
regulation; (b) Zone temperature deviations from set point.

the mechanical parts of the supply fan. In addition, since the
ACE data from PJM is sampled every 4 seconds, the detectable
frequency content in this data is limited to 1/8 Hz. Thus, the
passband of the bandpass filter is chosen as [1/600, 1/8] Hz;
cf. Fig. 5. Since we have neglected chiller dynamics, which
has a time constant typically larger than 200 seconds [24],
we expect that in practice the proposed control architecture
will be able to successfully track regulation signal in the band

, where (corresponding to period of
about 3 minutes). At frequencies lower than that, unmodeled
dynamics of chillers/cooling coils may affect performance.
When the bandwidth of the regulation signal is suitably con-

strained, we see that the actual fan power deviation tracks the
regulation signal extremely well. Additionally, the baseline, es-
timated baseline and actual fan speed with regulation are de-
picted in Fig. 7(a). We see that the estimated baseline speed
matches the true baseline fan speed very well. The deviation of
the actual fan speed with regulation control from baseline speed
is small, which ensures that the pressure in the duct stays near
designed values. Finally, Fig. 7(b) depicts the temperature devi-
ations of the individual zones from their set points. We observe
that the temperature deviations are very small, which is unlikely
to be noticed by the occupants.
In Section III, we made a heuristic estimation of the time

constant in (4) to be 10 seconds, and designed the regulation
controller based on this heuristic estimation. We now test the
designed controller (assuming ) on systems
whose actual time constant varies between 5 seconds and 40
seconds to check the robustness of our designed controller when
there is a model plant mismatch. We see from Fig. 8 that the
designed controller is robust to uncertainty on the time constant
estimation; the root mean squared errors of tracking for system
with different values of time constant are similar, and all of them
are small.
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Fig. 8. Root mean squared errors of tracking with plant-model mismatch.

A. Regulation Potential of Commercial Buildings in the U.S.

The simulation results show that a single 35 kW fan can
easily provide about 5 kW regulation capacity, which is about
15% of the total fan power. In Pugh Hall of University of
Florida, there are two other AHUs, whose supply fan motors
are 25 kW and 15 kW respectively. This means Pugh Hall by
itself could provide about 11 kW regulation capacity to the grid.
There are about 5 million commercial buildings in the U.S.,
with a combined floor space of approximately 72,000 million
sq. ft, of which approximately one third of the floor space is
served by HVAC systems that are equipped with VFDs [25].
Assuming fan power density per sq. ft. of all these buildings to
be the same as that of Pugh Hall which has an area of 40,000
sq. ft., the total regulation reserves that are potentially available
from all the VFD-equipped fans in commercial buildings in the
U.S. are approximately 6.6 GW. Additionally, if we assume
the regulation requirement of the United States is 1% of its
peak load (such as in PJM), the regulation potential from
fans is about 70% of the total regulation capacity currently
needed [26].

VII. CONCLUSIONS AND FUTURE WORK

We showed that fans in commercial buildings alone could
provide a large fraction of the current regulation requirements
of the U.S. national grid without requiring additional invest-
ment. The proposed method is easy and inexpensive to deploy,
which does not require additional sensors and actuators. A
unique advantage of the proposed scheme is that the baseline
power consumption of the building (that in the absence of the
regulation controller) can be estimated on-line. This feature
makes assessing the value of the ancillary service provided by
the building extremely easy.
In this work we have neglected the effect of chillers and

cooling coils on power consumption and indoor climate since
their dynamics are slow. Amore accurate characterization of the
low frequency range at which regulation signal can be tracked
with the proposed architecture requires incorporating these dy-
namics. In addition, chillers in a commercial HVAC system con-
sume much more power than fans, and present a potentially
larger opportunity. The problem of combined use of chillers and
fans to provide ancillary service is the logical next step. Another
avenue for further work is optimal dispatch of distributed energy
resources by commercial buildings that have on-site distributed
generation capability.
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